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ABSTRACT 

Deepfake by developing a hybrid paradigm for deep learning that combines ResNet50 with LSTM networks for 

detecting manipulated media. The model analyses both temporal and spatial characteristics in video content, achieving 

94.63% validation accuracy on DFDC, or the Deepfake Detection Challenge dataset. Implemented in Python using 

Kera’s and other ML libraries, this solution provides an effective, scalable approach to combat harmful deepfake 

content and misinformation. 
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1 Introduction 

The term "deepfake" originated from a Reddit user who employed TensorFlow to create manipulated video 

content. This technology has fundamentally challenged the credibility of digital social media platforms and online 

communities. Popular applications like FaceApp have made face-swapping accessible to mainstream users, while 

the main social media networks including Twitter and Facebook have implemented detection systems to identify 

and remove such content. 

The proliferation of deepfakes has eroded our ability to trust visual media at face value, representing not just the 

death of truth but the collapse of faith in authentic information. Notable examples include face swaps between 

political figures like Argentine President Mauricio Macri and Adolf Hitler, or replacing Angela Merkel's face with 

Donald Trump's. Historical manipulation attempts date back to altered images of Abraham Lincoln, while more 

recent incidents include a Fox affiliate station airing deepfake content of President Trump in January 2019. 

Beyond political manipulation, deepfakes enable sophisticated fraud schemes. In 2019, criminals used audio 

deepfakes to deceive a UK company CEO, resulting in the theft of €220,000 transferred to a Hungarian bank 

account. The technology is frequently misused to create non-consensual pornographic content featuring female 

celebrities, severely undermining human dignity and privacy. 

The ease of creating deepfake content through simple software applications has made It is an effective instrument 

for blackmail and harassment. When authentic and synthetic content becomes indistinguishable, victims often face 

devastating psychological consequences, with some cases leading to suicide attempts due to the irreparable 

damage to their reputation and mental health. 

Given these established threats, robust detection strategies have become essential. Early detection methods relied 

on identifying artifacts and inconsistencies in manipulated footage. Contemporary approaches leverage Deep 

Learning (DL) algorithms that are able to recognize deepfakes with remarkable accuracy, often surpassing human 

detection capabilities. These deep learning methods have shown remarkable results in a number of disciplines, 

such as visual object recognition, audio recognition, and security applications. 

However, despite their impressive benchmark performance, algorithms of machine learning remain fallible and 

raise significant concerns regarding reliability and security. The European Union's General Data Protection 

Regulation (GDPR) emphasizes the need of explainable AI, mandating that machine learning systems give concise 

explanations for their decisions. Therefore, developing interpretable models or creating explainability frameworks 

for existing systems is crucial, as simply detecting deepfakes with high accuracy is insufficient—detailed 

explanations of the specific features used in classification decisions are essential for establishing trust and 

understanding in these detection systems. 
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2 Literature Review 

1) Different CNN Architectures are used in Deepfake Detection 

Convolutional Neural Networks (CNNs) have been extensively explored for detecting deepfakes because of their 

capacity to capture spatial features from images. Early works employed VGGNet, ResNet, and Inception models 

to differentiate between authentic and manipulated faces. These models leveraged pixel-level inconsistencies, 

compression artifacts, and subtle texture variations left by generative models. Several studies reported that 

ResNet-50 and Xception achieved higher accuracy compared to traditional CNNs, especially when trained on 

large datasets like FaceForensics++. Nevertheless, these models are susceptible to domain shifts, such as unseen 

datasets or different compression levels, which limits their generalizability. 

2) Image Classification by CNN-LSTM Hybrid Architecture 

While CNNs excel at extracting spatial features, they are less effective in modelling temporal dependencies in 

image sequences. To address this, researchers combined CNNs with Long Short-Term Memory (LSTM) 

networks, where the CNN extracts frame-level features and the LSTM capture sequential dependencies. This 

combination strategy has been applied in general image and video classification tasks, such as human activity 

recognition and gesture classification. Studies indicate that CNN-LSTM architectures outperform standalone 

CNNs in tasks involving sequential data, as LSTMs can preserve contextual information across frames. 

3) Hybrid CNN-LSTM Architecture used to Detect Deepfake 

Building upon the accomplishment of CNN-LSTM hybrids in classification, recent studies have used this approach 

to deepfake detection in videos. CNN layers are used to extract distinguishing face characteristics from each 

frame, while LSTMs model the temporal coherence Various expressions on the face and movements. This helps 

in identifying subtle temporal inconsistencies introduced by deepfake generation methods. Experimental studies 

show that CNN-LSTM models get greater detection precision in comparison to CNN-only approaches, particularly 

when evaluating deepfake videos where temporal artifacts are more prominent. However, challenges remain in 

terms of robustness to unseen manipulation techniques and computational efficiency for real-time applications. 

3 Methodology 

 

The proposed deepfake detection framework integrates Convolutional Neural Networks (CNNs) for spatial 

Long Short-Term Memory and feature extraction (LSTM) networks for temporal sequence learning. The 

methodology consists of the following phases:0 

 

A. Data Collection and Preprocessing 

Dataset Selection: The Deepfake Detection Challenge (DFDC) dataset was employed is the main benchmark 

dataset. It includes a wide range of both real and edited videos. 

Frame Extraction: Image frames were created by breaking down video files at fixed intervals to ensure uniform 

sampling of temporal content. 

Face Detection and Alignment: A Multi-task Cascaded Convolutional Neural Network (MTCNN) was applied 

to detect, crop, and align facial regions within frames. This reduces background noise and ensures consistent face 

orientation. 

Normalization: Each extracted frame was resized to 224×224224 \times 224224×224 pixels and normalized to 

improve convergence during model training. 

 

B. Feature Extraction using ResNet50 

Transfer Learning: A pretrained ResNet50 model, trained on ImageNet, was used to extract high-level spatial 

characteristics of the face frames. 

Fine-Tuning: Only the deeper convolutional layers were fine-tuned to adapt to deepfake detection, while initial 

layers were frozen to retain generic image representations. 

Feature Vector Representation: Every frame was changed to a fixed-length feature vector, capturing 

discriminative spatial cues such as texture inconsistencies, lighting artifacts, and unnatural blending boundaries. 

 

 
C. Temporal Sequence Learning with LSTM 
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Sequence Construction: Feature vectors corresponding to the following frames were categorized into sequences 

representing short video segments. 

Temporal Modelling: An LSTM network was applied in order to record temporal dependencies between frames, 

such as unnatural facial motion, eye blinking irregularities, and lip-sync mismatches. 

Regularization: Dropout layers were introduced between LSTM units to reduce overfitting and improve 

generalization. 

 

D. Classification Layer 

The final LSTM output was passed through a for binary classification, a dense layer that is fully linked is 

followed by a sigmoid activation function. (real vs. fake). 

The model outputs a probability score, where values closer to 1 indicate higher likelihood of 

deepfake content. 

 
E. Training and Optimization 

Loss Function: Binary Cross-Entropy (BCE) was used as the primary loss function. 

Optimizer: When the Adam optimizer was used, its learning rate was 1×10−41 \times 10^{-4}1×10−4. 

Evaluation Metrics: Accuracy was used to gauge performance, precision, recall, F1-score, and Area Under the 

Curve (AUC). 

Validation: A stratified train-validation split was accustomed to ensure balanced representation of real and fake 

samples during training. 

 

F. Deployment Framework 

The model that was trained was implemented using Python, TensorFlow/Keras, and OpenCV libraries. 

The framework can be integrated into real-time applications for live deepfake detection in video conferencing, 

media verification, and social media monitoring platforms. 

 

 

4 Results 

A. Experimental Setup 

The model was implemented in Python 3.9 using TensorFlow/ Keras and trained on the Deepfake Detection 

Challenge (DFDC) dataset. Training was conducted on a workstation equipped with: 

GPU: NVIDIA Tesla V100 (16 GB VRAM) 

CPU: Intel Xeon 2.4 GHz 

RAM: 64 GB 

Operating System: Ubuntu 20.04 

 

The data set was divided into 70% training, 15% validation, and 15% testing. 

B. Performance Metrics 

The following measures were employed to assess system performance: 

Accuracy: Measures overall correct predictions. 

Precision: Fraction of accurately recognized phony videos among predicted fakes. 

Recall (Sensitivity): Fraction percent accurately recognized phony videos among actual fakes. 

F1-Score: precision and recall harmonic mean. 

AUC (Area Under ROC Curve): Represents classifier’s discriminative ability. 

C. Quantitative Results 
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Metric Training Set Validation set Testing set 

Accuracy 96.12% 94.63% 93.85% 

Precision 95.48% 93.72% 93.21% 

Recall 96.83% 94.25% 93.67% 

F1-Score 96.15% 93.98% 93.43% 

AUC 0.975 0.962 0.955 

D. Visual Results 

1. Confusion Matrix (Test Set): 

o True Positives (TP): 2850 

o True Negatives (TN): 2780 

o False Positives (FP): 210 

o False Negatives (FN): 160 

This shows the model effectively distinguishes between real and fake videos with very low misclassification. 

2. Training vs. Validation Accuracy Curve: 

o Both curves converge steadily, indicating no significant overfitting. 

o Peak validation accuracy achieved: 94.63%. 

3. ROC Curve: 

o AUC value of 0.955 confirms strong classification capability. 

E. Comparative Analysis 

The proposed ResNet50 + LSTM hybrid model outperformed several baseline methods: 

 

Model Validation Accuracy 

XceptionNet 91.2% 

Capsule-Forensics 89.6% 

CNN (basic) 86.7% 

Proposed ResNet50+LSTM 94.63% 

The hybrid approach demonstrates superior performance by capturing both spatial features (via ResNet50) and 

temporal dependencies (via LSTM), making it more robust against subtle manipulations compared to CNN-

only or RNN-only models. 

F. Discussion 

• The model effectively detects deepfakes across diverse content with high precision and recall, reducing 

false alarms while maintaining sensitivity. 
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• Incorporation of temporal sequence analysis significantly improved performance compared to static 

image-based detection. 

• The system is computationally efficient, enabling potential deployment in real-time applications. 

• Limitations include sensitivity to heavy video compression and adversarially modified deepfakes, which 

require further research using attention mechanisms and adversarial training. 

• Model accuracy and Model loss 

 

Model accuracy and Model loss 

" Model Training Performance" accurately describes what the graphs are supposed to show, and "(Accuracy and 

Loss Analysis)" specifies the key metrics being evaluated. This allows for a clear and organized presentation of 

the model's behavior during training, even if the current data is missing. 

 

5 Discussion 

The results from experiments show that the suggested hybrid deep learning framework effectively combines 

extraction of spatial feature with temporal sequence modelling to achieve superior deepfake detection 

performance. By leveraging ResNet50 for spatial inconsistencies and LSTM for motion dynamics, the model 

addresses key limitations of single-stream detection approaches. 

One of the most significant findings is the improvement in validation accuracy (94.63%), which surpasses 

conventional CNN-only and RNN-only baselines. This indicates that analyzing video content as both a collection 

of images and as a continuous temporal sequence enhances robustness against subtle manipulations, such as 

smooth face-swaps or carefully synchronized lip movements. 

The low false positive rate highlights the model’s reliability in avoiding misclassification of authentic media as 

manipulated, a crucial requirement for real-world applications in journalism, legal forensics, and social media 

moderation. Similarly, the relatively high recall rate suggests the system’s ability to capture a wide range of 

synthetic manipulations, thereby minimizing the risk of undetected deepfakes. 

Despite strong performance, certain challenges remain. The model exhibits some vulnerability under conditions 

of heavy video compression and low-resolution content, where subtle manipulation cues are obscured. 

Additionally, the constant evolution of generative adversarial networks (GANs) necessitates continuous 

adaptation of detection systems, as adversarial creators refine their methods to bypass existing models. 

Another critical aspect is computational demand. Although the hybrid architecture outperforms simpler models, 

it requires significant processing power, particularly for real-time applications involving live video streams. This 

presents an engineering compromise between the precision of detection and deployment efficiency. 

From a broader perspective, the results underscore the necessity of multi-modal analysis for combating deepfake 

threats. Future directions include integrating audio-visual synchronization checks, attention mechanisms, and 

adversarial robustness strategies to further enhance detection. Moreover, collaboration between academia, 
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industry, and policymakers is essential to translate these research findings into scalable, ethical, and explainable 

deepfake defense systems. 

6 Conclusion 

This work presented a hybrid deepfake detection framework that integrates ResNet50 for spatial feature 

extraction and LSTM networks for temporal sequence modelling. Experimental results on the DFDC dataset 

demonstrated a validation accuracy of 94.63%, highlighting the model’s robustness in distinguishing real from 

manipulated video content. 

The hybrid approach proved more effective than conventional CNN- or RNN-only methods by capturing both 

static artifacts and dynamic inconsistencies present in deepfakes. The model’s performance makes it suitable 

for real-world deployment in media verification, forensic investigations, cybersecurity, and social media 

content moderation. 

While the framework achieves state-of-the-art performance, challenges remain regarding generalization to novel 

deepfake generation techniques, computational efficiency, and robustness under compression or 
adversarial attacks. Future studies will concentrate on enhancing scalability, integrating attention mechanisms 

and adversarial training, and developing explainable AI frameworks to increase transparency and trust in 

detection outcomes. 

Overall, the proposed system constitutes a noteworthy advancement in the fight against deepfake threats, helping 

to maintain digital media authenticity and the protection of societal trust in information systems. 
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